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ABSTRACT
Collaborative filtering (CF) is one of the most successful tech-

niques used in recommender systems. It is based on the idea that
people often get the best recommendations from someone with
similar tastes to themselves. Broadly, there are memory-based and
model-based CF techniques. Neighborhood-based CF uses similar-
ity measures to compute the proximity between users, a kind of
methods known as User-based CF (UBCF). UBCF, while effective,
suffers from scalability problems as the database grows. To address
the scalability issue, clustering-based CF algorithms constraint the
seek of users within small user clusters instead of the entire data-
base. Then clusters can naturally be distributed into different parti-
tions scaling up in terms of the number of users the system can han-
dle. However there is a trade off between scalability and prediction
performance. Whilst the number of users and items included in a
cluster solution increases, the performance in terms of precision
of a clustering-based CF algorithm decreases. We present a novel
approach that combines the advantages of UBCF and cluster-based
CF methods by introducing a cluster-based distance function used
for neighborhood computation. In our approach, clusters gener-
ated from the training data provide the basis for neighborhood se-
lection. Then, to expand the search of relevant users/items we use
a novel measure that is able to exploit the global cluster structure
to infer user’s distances. In addition, our measure allows to handle
the incorporation of near neighbors outside cluster frontiers. Em-
pirical studies on widely known benchmark datasets suggest that
our proposal is feasible.
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1 INTRODUCTION
Clustering techniques work by identifying groups of users who

appear to have similar preferences. Clustering over vector repre-
sentations of users is the most common approach used for this pur-
pose. The representation of a user as a vector of preferred items
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is a widely used approach. Then, prototype-based clustering algo-
rithms (e.g. K-means) can be applied over user vectors to create
clusters of users. Once the clusters are created, predictions for un-
seen items for a target user can bemade by averaging the ratings of
the other users in that cluster. This approach usually produce less-
personalized recommendations than other methods and in most
cases cluster-based recommendations have worse accuracy than
near neighbors algorithms.

In this article we study the use of different prototype-based clus-
tering algorithms in recommender systems (K-means,K-medians
and spectral clustering). Then, instead of constraint the search
of neighbors to cluster frontiers, we define a novel distance func-
tion able to search for similar users outside the frontiers of a given
cluster at the cost of introducing an additional operation into the
neighborhood computation. We will show that UBCF allows good
results in terms of precision and recall over small datasets asMovie-
Lens and BookCrossing. However, we will show that cluster-based
CF outperforms UBCF when the data are sparse (last.fm).

UBCF based on k-Nearest Neighbors (k-NN) has demonstrated
to be very effective, but is reputable for being feeble in two major
areas: (i) It is computationally expensive for large-scale datasets;
(ii) Its performance according to a given distance function (e.g.
normalized Euclidean distance) decreases when dimensionality in-
creases. The use of clustering allows to reduce the impact of data
sparseness a common characteristic of high dimensional datasets,
as cluster prototypes can be used as features for user-user distance
computation. In addition, data summarization techniques can help
recommender systems to limit data redundancy. As UBCF based
on k-NN minimizes the intra distance in each neighborhood, it
over exploits data locality. The inclusion of items retrieved from
near clusters instead of near users can help to handle the exploita-
tion/exploration balance.

The main contribution of our article is to study the impact of
cluster models on Top-N recommender systems. In specific, two
contributions arise from our proposal:

(1) We use cluster prototypes to calculate user neighborhoods
combining intra and inter neighbors, limiting the impact
of sparseness on distance functions.

(2) We define a new distance function able to handle neigh-
borhood computation inside and outside cluster frontiers.

Clustering-based CF methods have better scalability than typi-
cal CFmethods because theymake recommendations within much
smaller clusters rather than the entire customer base. As users are
grouped into clusters, it is possible to distribute the clusters along
different data partitions. Note that the construction of the cluster-
ing solution runs off line. However, its recommendation quality
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is generally low. We argue that it is possible to improve the qual-
ity of the recommendations by including similar neighbors from
outside the cluster.
Organization. The rest of the paper is organized as follows. In
Section 2 we present a review of the literature. In section 3 we in-
troduce our proposal. In Section 4 we present our validation setup.
In Section 5 we evaluate our proposal and experimental results are
discussed. We conclude in Section 6 highlighting our study’s main
achievements.

2 RELATEDWORK
Collaborative filtering (CF) basedmethods for recommender sys-

tems may be classified into memory-based and model-based strate-
gies [1]. Memory-based CF methods use proximity functions be-
tween users to estimate ratings on unseen items. For a given user
and item pair, the algorithm retrieve the group of users who previ-
ously reviewed the item, using their ratings to elaborate the reco-
mmendation for the user. The key idea is to weight each rating by
the proximity of each user to the target user. This idea was firstly
applied by GroupLens [10], exploring the use of the Pearson cor-
relation measure to estimate the rating of a given item-user pair.
Analogously, recommendations can be conducted over groups of
similar items previously seen by the target user, estimating rates
for new items that are close to the old ones [12]. The first kind
of methods is known as User-Based CF (userkNN) and the sec-
ond one is known as Item-Based CF [5]. Both UBCF and IBCF
methods over exploits data locality, because user or item neigh-
borhoods tend to include very similar neighbors, introducing data
redundancy in the rating estimation step. In addition, these meth-
ods need to include data structures (e.g. R-trees or kd-trees) to
handle neighborhood computation during execution, forcing the
allocation of memory areas of large size.

Data can be partitioned using clustering algorithms to distrib-
ute clusters of users across different data partitions scaling up to
large scale datasets. This kind of algorithms use a clustering algo-
rithm for cluster computation, constraining the retrieval of each
neighborhood the each cluster. The first CF algorithm using this
idea applied a clustering algorithm on the user-item ratings data-
base to split the dataset in clusters of users [11]. The clustering
algorithm may generate fixed sized partitions, or based on some
similarity threshold it may generate a requested number of parti-
tions of varying size. Then, a UBCF algorithm is applied to produce
recommendations, constraining the calculation of each user neigh-
borhood to the frontier of each cluster. Experimental results show
that this proposal is feasible but at the cost of retrogress the pre-
cision of the recommendations. We will refer to this algorithm as
PureCL. A slightly different idea was explored by Xue et al. [15]
where clustering was used to boost rate estimation. In this work,
the distance between the target user and its nearest neighbors was
modified replacing missing vector entries by rate averages in each
neighbor’s cluster. Recently, a new similarity score for neighbor-
hood computing based on clustering was proposed [14]. The simi-
larity score named LiRa uses clustering to compute the likelihood
ratio between rate differences of users that belongs to the same
clusters and differences produced by chance. Experimental results
show that the similarity function behaves well in sparse datasets.

Kelleher et al. [9] introduced a CF method based on hierarchi-
cal agglomerative clustering algorithm (HAC) to obtain data parti-
tions. The method comprises summary rating information derived
from the HAC of the users. They show that the proposal is ef-
ficient in terms of computational time and acceptable in accuracy.
George et al. [6] use co-clustering to conduct data partitions in a si-
multaneous clustering approach over users and items. Experimen-
tal results show that the proposal is feasible improving accuracy
in some cases. Iterative clustering between items and users was
explored by Jiang et al. [8] reinforcing the clustering process. Ex-
perimental results show that the conduction of two simultaneous
clustering strategies (item and user-based) may alleviate the data
sparsity problem in recommender systems. The location of each
user was exploited by Das et al. [3] conducting spatial clustering
to create user partitions. A weighted Voronoi-based approach was
used to achieve this goal, constraining neighborhood computing
to the frontiers of each spatial cluster. Genre-based user clustering
on movie’s databases was addressed using DBSCAN [4]. A maxi-
mum of four genres per user was allowed to conduct genre-based
clustering, creating user partitions according to their tastes. Then,
neighborhood computing was constrained to each cluster, show-
ing that genre-based clusters are useful for improving the quality
of the recommendations.

In summary, clustering can be considered as a pre-processing
stage used to create data partitions, exploiting each partition to
constrain the computation of each neighborhood or to handlemiss-
ing rating entries by using the cluster as a rate smoother. In a sec-
ond step, this kind of algorithms uses standardmethods to produce
the lists of items, being CF based methods the most common tech-
niques used for this purpose. The state of the art lacks of propos-
als based on the combination of intra an inter clusters data objects
for neighborhood computation, which is the main purpose of our
study.

3 THE PROPOSED APPROACH
3.1 Definitions and Notations

Now we introduce some definitions to construct our proposal.
LetU = {u1, . . .uN } be a set of users andV = {v1, . . . ,vM } a set
of items. A rating matrix R created fromU ×V with N rows andM
columns encompasses a collection of pairwise user-item rates, de-
noting byRi, j the corresponding rate forui andvj . If user-item rat-
ing pairs are inferred from implicit feedback sources (for instance,
seen/unseen user-item pairs), each Ri, j may be 1 for seen items,
0 otherwise. If item ratings are retrieved from explicit feedback
sources (e.g., graded human judgments), Ri, j may be defined as
an ordinal variable. Note that only a subset of all the entries of R
is observed, and in general, a great proportion of entries in R in
unobserved. The task of a recommender systems is to predict the
rating of each unobserved entry of R to produce recommendations
to each user.

Let U (v) be the group of users who has seen/preferred an item
v . Letu be the target user andv an unseen item byu. A user-based
CF method (UBCF) estimates R(u,v) from R as follows:

R̂(u,v) =
∑

u′ ∈U (v)
Sim(u,u

′
) · R(u′

,v),
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where Sim(u,u
′
) is a pairwise similarity function for the u-u′ pair.

In general, UBCF methods constraintU (v) to the nearest neigh-
bors of u, avoiding the inclusion of distant users to u, improving
the quality of the estimation R̂(u,v). In addition, there are ex-
tensions to this expression that includes user bias correction, as
mean-centering or Z-score. A detailed review of these variants is
provided in [13].

3.2 The Proposed Distance
Now we introduce our user clustering-based method (userCL)

for Top-N recommendations, based on a novel distance function
that can retrieve near-neighbors outside the frontiers of a cluster.
Our distance function works over cluster prototypes, assuming
that for each cluster the system has a prototype that represents
the cluster (e.g. a centroid).

Suppose that we have run a hard clustering algorithm between
users over the item vector space achievingK disjoint clusters. Let
Cx be the prototype of the cluster to which the object x belongs.
The central idea is to modify the distance function between a pair
of objects (users) by considering how far are the objects to their
prototypes, allowing to recover near neighbors outside the fron-
tiers of a cluster if the objects are far from the prototype.

If two objects belong to the same cluster, our distance function
is defined as the distance between the objects. However, if both
objects belong to different clusters, their distance is calculated by
computing the distance between those centroids. The idea is to
force a separation between objects in a high dimensional feature
space, avoiding the direct calculation of the distance between ob-
jects that belong to different clusters. If the clustering algorithm
is able to produce good clusters, the distance between cluster pro-
totypes will be high. Then, by measuring distances between pro-
totypes, points that belongs to different clusters will be more sep-
arated, even if both cluster frontiers are close each other. Accord-
ingly, we define our distance function D(x ,y) for a given x-y pair
of objects by:

D(x ,y) =

{
d(x ,y) if Cx = Cy ,
d(Cx ,Cy)

exp if Cx ̸= Cy ,
(1)

where d(x ,y) is a distance function between the x-y pair of data
objects (e.g. the normalized Euclidean distance). For simplicity
we will assume that the basic distance function d(x ,y) ranges in
[0, 1], and accordingly corresponds to a normalized distance as the
Ochini distance (the complement of the Cosine similarity) or the
normalized Euclidean distance.

Note that the distance between centroids d(Cx ,Cy) considers
an exponent exp. We defined three variants for exp:

[1] Multiplicative variant:

exp = 1 − d(x ,Cx ) · d(y,Cy) (2)

[2] Additive variant:

exp = 1 − 1

2
(d(x ,Cx ) + d(y,Cy)) (3)

[3] Additive-sigmoid variant:

exp = 1 −
(
1 +

1

α
e−β(

1
2
(d(x,Cx )+d(y,Cy ))−1)

)
(4)

where α and β are strictly positive real parameters.
The rationale behind each variant of exp is explained below.

[1] Multiplicative variant (Cx ̸= Cy )

If x is close to Cx OR y is close to Cy
d(x ,Cx ) · d(y,Cy) → 0 ⇒ D(x ,y) ≈ d(Cx ,Cy)

If x is far from Cx AND y is far from Cy
d(x ,Cx ) · d(y,Cy) → 1 ⇒ D(x ,y) → 1

The idea behind the multiplicative variant is to penalize the dis-
tance between objects in distinct clusters if both objects are far
from their respective prototypes. If one or both objects are close
to their respective prototypes, the distance between the objects is
approximated by the distance between the centroids. On the other
hand, if both objects are far from their respective prototypes, the
distance will be close to 1.

[2] Additive variant (Cx ̸= Cy )

If x is close to Cx AND y is close to Cy
1
2 (d(x ,Cx ) + d(y,Cy)) → 0 ⇒ D(x ,y) ≈ d(Cx ,Cy)

If x is far from Cx AND y is far from Cy
1
2 (d(x ,Cx ) + d(y,Cy)) → 1 ⇒ D(x ,y) → 1

The idea behind the additive variant is that if both objects are
close to their respective prototypes, the distance between the ob-
jects is approximated by the distance between the prototypes. On
the other hand, if both objects are far from their respective proto-
types, the distance will tend to 1. Thus, the additive variant is a
more demanding version of the multiplicative variant, because it
approximates the distance between the objects by the distance of
their prototypes iff both objects are close to their respective proto-
types.

[3] Additive-sigmoid variant (Cx ̸= Cy )

If x is close to Cx AND y is close to Cy
Sigmoid( 12 (d(x ,Cx ) + d(y,Cy))) → 0 ⇒ D(x ,y) ≈

d(Cx ,Cy)

If x is far from Cx OR y is far from Cy
Sigmoid( 12 (d(x ,Cx ) + d(y,Cy))) → 1 ⇒ D(x ,y) → 1

The last variant of exp is an extension of the additive variant that
includes a sigmoid function, helping to increase the penalization in
the border of the original pairwise distance range. The argument of
the sigmoid function is the additive factor, stretching the extremes
of the additive factor.

3.3 The UserCL method
UserCL starts by clustering each user in a cluster of users ac-

cording to some prototype-based clustering algorithm withK pro-
totypes. Then, based on Equation 1, we compute the distances for a
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given target user to their neighbors, selecting the k-nearest neigh-
bors (kNN ) according to one of the three variants proposed. Our
distance function can be efficiently implemented in a distributed
system, starting neighborhood computing inside the cluster of the
target user. Then, if the number of retrieved neighbors from the
cluster is less thank , wemay require to the closest cluster/partition
the retrieval of more neighbors, and so on. Note that this stra-
tegy does not guarantee the retrieval of the closest k neighbors
of the target user. On the other hand, a less efficient but exact
neighborhood distributed computing solution can be implemented.
As our distance function avoids the computation of the basic dis-
tance function d(x ,y) between every pair of users replacing these
comparisons by the distances of each point to its prototype, it re-
duces data sharing between partitions for neighborhood comput-
ing. Note that prototypes work as distance proxies for users in dif-
ferent clusters/partitions. Then, to compute the distance between
users in different clusters/partitions, we just need to locally com-
pute the distance of each object to its prototype, sharing the value
by message passing.

Cluster size is a key element of our approach. Our idea is to
constraint cluster sizes (in average) to force the retrieval of some
neighbors from outside the cluster frontiers. To do this, we will
need to tune the number of clusters K and the neighborhood size
k to force that in average k ≥ N

K , where N is the number of users
recorded in the dataset. The ability to produce clusters balanced
by sizes will depend on the type of clustering algorithm used for
this purpose.

UserCL works in a tandem with UBCF, using the ratings of the
users in U (v) constrained to the neighborhood of u to estimate
R(u,v). Note that our distance function can be applied to IBCF
methods. In this article we focus the analysis of UserCL only to
UBCF methods, postponing the exploration of our proposal on
IBCF methods for a future study.

To perform user clustering, we start using k-means. Later, we
estimate a low rank approximation of R to create a compact rep-
resentation of each user performing spectral clustering over a low
dimensional space. Both algorithms were tested using the norma-
lized Euclidean distance and Cosine similarity (Ochini distance) to
compare the effect of the distance function over each dataset. Fi-
nally, we also explored the impact of k-medians on our proposal,
favoring the robustness of the algorithm in front of the presence
of outliers.

In this paper, we implemented our proposal in a multi-core com-
puter allocating data partitions into main memory. We compared
our algorithm to state of the art CF algorithms in the same system,
allocating datasets into main memory to conduct a fair compari-
son. We ran our experiments in a HP400G2 5PD SFF with 16GB of
memory and 500GB of hard disk.

4 EXPERIMENTAL SETUP
4.1 Datasets

To evaluate userCL, we used four different datasets that have
been widely used in recommender systems evaluation. The first
and second datasets (ML100K and ML1M) corresponds to movie
ratings and were obtained from the MovieLens1 research projects.
1http://grouplens.org/datasets/movielens/

The third datasetwas BX, a subset from the Book-Crossing2 dataset,
in which each user has rated at least 50 items and each item has
been rated by at least 30 users and at most 300 users. Finally, we
use a Last.fm dataset that corresponds to a data sample extracted
from the Last.fm online music system3. The dataset recovered
from Last.fm in 2009 comprises a set of nearly 1,000 users. The
dataset comprehends a long list of preferences over a large collec-
tion of artists (more than 100K artists were included in the original
dataset). We selected users constraining the sampling process to
the set of users who listened at least 50 different artists. Then, we
achieved a dataset of 495 users with at least 50 different artists lis-
tened over a collection of almost 40K artists. This dataset uses the
number of reproductions per artists as a source of implicit feed-
back, then when a given user reproduces more songs for a given
artist, the dataset records a high rating value for the user-artist
pair. The importance of the Last.fm dataset is the long tail effect of
preferences over artists. The dataset exhibits the effect of the Zipf
law over user preferences, with a very few artists concentrating
the majority of the reproductions, and a long tail of artists with
only a very few reproductions, producing a low density dataset. A
detailed analysis of the long-tail effect on recommendations was
discussed by Celma [2].

A summary of data statistics for the datasets used in this article
is shown in Table 1.

Table 1: Statistics of the data sets

ML100K ML1M BX Last.fm
Users (N ) 943 6040 2963 495
Items (M) 1664 3706 7064 39,814

Ratings (nnzs of R) 99,392 1,000,208 244,403 95,711
min |Ru |a 20 20 20 50
Densityb 6.33% 4.47% 1.17% 0.48%

a Minimum number of ratings per user.
b Non-zero entries (nnzs of R) over M × N .

As Table 1 shows, the datasets used in our experiments con-
siders users with at least 20 rated items (for Last.fm this number
grows to 50). Accordingly, cold start scenarios were not evaluated
in our setting.

For relevance evaluation in Movie Lens we fixed a relevance
threshold at 4, with rates ranging in 1 to 5. The relevance thresh-
old for BookCrossing was fixed at 8, with rates ranging in 1 to 10.
Finally, as last.fm includes implicit feedback (listened/unlistened),
we used a binary relevance threshold in this dataset.

4.2 Evaluation Methodology and Metrics
We applied 5-fold cross validation to evaluate the performance

of recommendation methods. In each run, each of the datasets
was split using the 80% of the data for training and the remaining
20% for testing. From each user in the testing set, 15 rated items
were randomly selected and provided to the recommender system
as user history, testing the algorithm in the rest of the items. Then,
2http://www2.informatik.uni-freiburg.de/∼cziegler/BX/
3https://www.last.fm/
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for each user in the testing set a top-N ranked list of recommended
items was generated by each method. Results reported in Section
5 shows evaluations for top-N lists with N = 1 and N = 10. As
recommendation measures we used Precision, Recall and nDCG, a
set of measures widely used in recommender systems evaluation.

All the algorithms compared in Section 5 were implemented in
R recommender lab [7].

5 EXPERIMENTAL RESULTS
In this section, we present the evaluation of userCL compar-

ing its performance with user k-Nearest Neighbors Collaborative
Filtering (userkNN) and with the Clustering-Based Collaborative
Filtering method (PureCL) discussed in Section 2. We split the
results into three sets of experiments. In the first set of experi-
ments we compared the methods using the normalized Euclidean
distance and the Cosine similarity on ML100K. We compared the
runtime of userCL over three different clustering algorithms on
ML100K: k-means, spectral clustering and k-medians. Based on
the results of these experiments we selected the best clustering al-
gorithms to conduct a more extensive evaluation over the remain-
ing datasets. Then, in a second set of experiments, we explored
distance distribution for ML100K and Last.fm, two datasets that
differ in density, discussing the impact of distance histograms on
kNN computation and showing how our distance function works
over the different datasets used in these experiments. Finally, we
conducted an exhaustive comparison among all methods over the
four datasets in terms of Precision, Recall and nDCG for top-1 and
top-10 lists, showing model and testing times to discuss the effi-
cacy/efficiency trade-off.

We used k = 50 and K = 20 in our experiments. These val-
ues allow to evaluate our proposal under different data balance
conditions. A balanced solution in terms of cluster size will pro-
duce clusters with 47, 302, 148 and 25 members in each cluster in
ML100K, ML1M, BX and Last.fm, respectively. To limit the effect
of cluster size in our results, we ran distance computing for ev-
ery pair of users in each dataset, using brute force. Due to lack of
space, we omit in this paper results obtained with different values
of k and K .

5.1 Preliminary efficiency results on ML100K
We compared userkNN and userCL using different clustering

algorithms to measure the impact of the clustering technique on
computational costs. We measured the performance in terms of
real time elapsed for each algorithm splitting the results between
training time and testing time for top-10 recommendations. These
results are shown in Table 2.

Table 2: Top-10 efficiency on ML100K using three different
prototype-based clustering algorithms

method ML100K

clust d mt tt d mt tt
userkNN – Euc 0(s) 21.26(m) Cos 0(s) 1.76(m)
userCL kmns Euc 1.14(s) 57.16(m) Cos 0.92(s) 20.57(m)
userCL spect Euc 5.33(s) 44.06(s) Cos 5.25(s) 12.1(s)
userCL kmed Euc 6(s) 42.4(s) Cos 6.02(s) 9.04(s)

Table 2 shows the results of this experiment. Columns corre-
sponding to mt (model time) and tt (testing time) present the time
used by model learning (clustering algorithm with training users)
and recommendation (Top-N recommendations for testing users),
respectively. Three clustering algorithms were evaluated in this
experiment, k-means, spectral clustering and k-medians, whose re-
sults are showed in the last rows of the table. Spectral clustering
and k-medians testing achieve the best running times for this ex-
periment. Note that in the case of Cosine similarity, the speed up is
10x (testing time on userkNN versus userCL on spectral clustering).
Curiously, testing times for userCL on k-means are worse than the
ones obtained by userkNN. In ML100K, the clustering solution pro-
vided by k-means adds an overhead that makes our solution more
expensive than userKNN in terms of computational costs, due to
the high imbalance in cluster size produced by the presence of out-
liers. Accordingly, we discarded k-means for userCL in the rest of
this section. On the other hand, k-medians is more robust to the
presence of outliers achieving a better balance in terms of cluster
size, and then, its computational cost is less than the one obtained
using k-means. Thus, spectral clustering and k-medians will be
selected as clustering algorithms for userCL.

5.2 The effect of the distance function on KNN
computation

Nowwe explore the effect of the distance function on KNN com-
putation for the two most different datasets in terms of density.
In Figure 1 we show the distributions of distance and similarity
functions on ML100K and Last.fm. To compute these histograms,
we calculated the distances between every pairs of users in each
dataset. Each bin in each histogram indicates the number of pairs
that reaches the distance value consigned by the bin.
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Figure 1: Histograms of proximity between User-User Pairs.

Figure 1 shows that the normalized Euclidean distance gets a
bad distribution of pairwise distances for both datasets, with only
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a small fraction of pairs at distance 1 and a greatmajority of pairs at
zero distance. On the other hand, when the Cosine similarity func-
tion is used, the distribution of pairwise points on each histogram
improves, being this effect more notorious on ML100K. In Last.fm,
the improvement achieved using Cosine similarity is less notice-
able, illustrating that the effect of the density in this dataset is
only marginally improved by replacing the normalized Euclidean
distance with the Cosine similarity.

In Figure 2 we show the pairwise distance histograms achieved
by our distance function. Two variants were used in this evalua-
tion, using as a basic distance between points the normalized Eu-
clidean distance and the Cosine similarity function. Results for the
three variants proposed are shown in the figure, on both datasets
(ML100K and Last.fm).

Figure 2 shows the histograms for ML100K and Last.fm in pur-
ple and red colors, respectively. According to the histograms sho-
wed on ML100K, the use of the Cosine similarity produces bet-
ter distributions than the ones obtained using the normalized Eu-
clidean distance for the three variants proposed. Our function over
the normalized Euclidean distance produces bins around 0.5, with
only two or three bins concentrating the great majority of pairs.
When our distance is used over the Cosine similarity, the distri-
bution of pairs around 0.5 improves, with 7 or 8 bins concentrat-
ing the great majority of pairs. In ML100K, the best distribution is
achieved using the multiplicative variant of our function. Additive
and Sigmoid variants bring closer the pairs, with more bins close
to the zero distance. When the distribution of pairs was calculated
on Last.fm (histograms in red) the effect of the use of Cosine sim-
ilarity was more noticeable. In these cases, the three histograms
have more than 8 bins, outperforming the histograms achieved by
the normalized Euclidean distance.

5.3 Top-N performance over the four datasets
Now we report the results over the four datasets used for the

evaluation. Table 3 shows these results for PureCL and userCL,
methods that were tested using spectral clustering and k-medians.
Results based on normalized Euclidean distance and Cosine sim-
ilarity were reported for the four datasets in terms of Precision,
Recall and nDCG. Top-N lists were produced for Top-1 and Top-
10 recommendations. Bold fonts indicate the best results for each
dataset.

Table 3 shows that the best results for ML100K were achieved
by userkNN using Cosine Similarity. In this dataset, the difference
between the results obtained using the normalized Euclidean dis-
tance and Cosine similarity is very small and the greater difference
in terms of Precision and Recall was achieved using userKNN on
Cosine similarity, where more than 20% precision and recall points
were recorded on Precision Top-1 and Top-10. No significant dif-
ferences were achieved on nDCG.

Table 3 shows that the best results on ML1Mwere also achieved
by userkNNusingCosine similarity. Themain differencewas achie-
ved in Precision and Recall but all the methods achieved very sim-
ilar results using nDCG as evaluation measure. In this dataset,
no significant differences were registered between normalized Eu-
clidean distance and Cosine similarity on userCL. In addition, the
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Figure 2: Histograms of proximity between User-User Pairs
in userCL

three variants of userCL achieved very similar results in terms of
Precision, Recall and nDCG.

Table 3 shows that the results on BX are very poor for all the
methods evaluated. Once again, the best result was achieved by
userkNN using Cosine similarity. However, when the methods
are compared using nDCG, the table shows a slight difference in
favor of userKNN, with only 1% or 2% points of difference between
userCL and userkNN. In this dataset, the poorest result was achieved
by PureCL.

The three first datasets analyzed (ML100K, ML1M and BX) show
the same tendency. The poorest results were achieved by PureCL,
confirming the presence of a gap in terms of Precision and Recall
with userkNN.When userCLwas compared, the gapwith userkNN
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Table 3: Top-N Rec. Performance (@1, @10) on all the datasets

method ML100K ML1M

params Precision Recall nDCG Precision Recall nDCG
clust d @1 @10 @1 @10 @1 @10 mt tt @1 @10 @1 @10 @1 @10 mt tt

userkNN – Euc 0.38 0.26 0.01 0.07 0.82 0.82 – 21m 0.40 0.31 8e-3 0.06 0.86 0.85 – 29h
PureCL spect – 0.33 0.25 0.01 0.07 0.80 0.81 4.1s 8.9s 0.36 0.29 8e-3 0.05 0.84 0.84 4m 4.6m
userCL[1] spect Euc 0.51 0.30 0.03 0.14 0.81 0.80 4.3s 40s 0.54 0.39 0.02 0.10 0.86 0.84 4m 21m
userCL[2] spect Euc 0.50 0.32 0.03 0.14 0.82 0.81 4.3s 40s 0.56 0.41 0.02 0.10 0.86 0.85 4m 21m
userCL[3] spect Euc 0.54 0.31 0.03 0.14 0.82 0.80 4.3s 40s 0.54 0.40 0.02 0.10 0.86 0.85 4m 21m
PureCL kmed – 0.36 0.27 0.02 0.09 0.80 0.81 4s 8.4s 0.36 0.28 7e-3 0.05 0.84 0.84 4m 5m
userCL[1] kmed Euc 0.50 0.32 0.02 0.13 0.82 0.82 4.7s 39s 0.44 0.34 0.01 0.08 0.85 0.84 4m 23m
userCL[2] kmed Euc 0.51 0.35 0.02 0.15 0.83 0.83 4.7s 39s 0.47 0.34 0.01 0.08 0.86 0.84 4m 23m
userCL[3] kmed Euc 0.55 0.31 0.03 0.14 0.83 0.82 4.7s 39s 0.42 0.31 0.01 0.08 0.84 0.84 4m 23m
userkNN – Cos 0.61 0.45 0.03 0.19 0.85 0.85 – 2m 0.63 0.50 0.02 0.13 0.88 0.87 – 2.5h
userCL[1] spect Cos 0.46 0.33 0.02 0.13 0.85 0.85 4.3s 14s 0.36 0.33 8e-3 0.06 0.87 0.87 4m 5.6m
userCL[2] spect Cos 0.52 0.35 0.02 0.14 0.85 0.85 4.3s 14s 0.45 0.35 0.01 0.08 0.87 0.87 4m 5.6m
userCL[3] spect Cos 0.51 0.34 0.02 0.13 0.83 0.84 4.3s 14s 0.40 0.35 0.01 0.07 0.87 0.87 4m 5.6m
userCL[1] kmed Cos 0.49 0.35 0.02 0.14 0.82 0.84 4.6s 12s 0.43 0.33 0.01 0.07 0.87 0.86 4m 4.6m
userCL[2] kmed Cos 0.54 0.37 0.03 0.15 0.83 0.84 4.6s 12s 0.43 0.35 0.01 0.07 0.87 0.86 4m 4.6m
userCL[3] kmed Cos 0.52 0.36 0.02 0.15 0.84 0.84 4.6s 12s 0.40 0.35 0.01 0.07 0.86 0.86 4m 4.6m

method BX Last.fm

params Precision Recall nDCG Precision Recall nDCG
clust d @1 @10 @1 @10 @1 @10 mt tt @1 @10 @1 @10 @1 @10 mt tt

userkNN – Euc 0.05 0.03 3e-3 0.02 0.39 0.42 – 12.5h 0.18 0.14 4e-4 3e-3 0.04 0.12 – 6m
PureCL spect – 0.03 0.03 2e-3 0.02 0.36 0.41 3m 4m 0.39 0.30 9e-4 0.01 0.09 0.14 1.2s 22s
userCL[1] spect Euc 0.07 0.04 5e-3 0.03 0.39 0.43 3m 4.3m 0.53 0.38 2e-3 0.01 0.15 0.17 1.5s 0.2s
userCL[2] spect Euc 0.07 0.04 5e-3 0.03 0.40 0.43 3m 4.3m 0.53 0.39 2e-3 0.01 0.15 0.16 1.5s 0.2s
userCL[3] spect Euc 0.07 0.04 5e-3 0.03 0.39 0.43 3m 4.3m 0.60 0.40 2e-3 0.01 0.13 0.16 1.5s 0.2s
PureCL kmed – 0.03 0.02 2e-3 0.01 0.35 0.41 3m 3.5m 0.30 0.29 9e-4 0.01 0.08 0.14 1.2s 20s
userCL[1] kmed Euc 0.06 0.03 5e-3 0.02 0.38 0.42 3m 5m 0.53 0.38 2e-3 0.01 0.13 0.16 1.2s 0.3s
userCL[2] kmed Euc 0.06 0.03 4e-3 0.02 0.38 0.42 3m 5m 0.50 0.36 1e-3 0.01 0.12 0.16 1.2s 0.3s
userCL[3] kmed Euc 0.06 0.03 5e-3 0.02 0.39 0.42 3m 5m 0.56 0.37 2e-3 0.01 0.13 0.16 1.2s 0.3s
userkNN – Cos 0.13 0.07 0.01 0.06 0.44 0.45 – 1.1h 0.41 0.36 9e-4 0.01 0.10 0.18 – 31s
userCL[1] spect Cos 0.05 0.03 4e-3 0.02 0.37 0.42 3m 1m 0.62 0.42 2e-3 0.01 0.15 0.17 1.2s 0.1s
userCL[2] spect Cos 0.09 0.05 6e-3 0.03 0.40 0.44 3m 1m 0.62 0.44 2e-3 0.01 0.15 0.17 1.2s 0.1s
userCL[3] spect Cos 0.07 0.04 5e-3 0.03 0.40 0.43 3m 1m 0.62 0.44 2e-3 0.01 0.15 0.17 1.2s 0.1s
userCL[1] kmed Cos 0.06 0.03 4e-3 0.02 0.39 0.43 3m 1m 0.61 0.44 2e-3 0.01 0.15 0.17 1.1s 0.1s
userCL[2] kmed Cos 0.06 0.03 4e-3 0.02 0.39 0.43 3m 1m 0.59 0.45 2e-3 0.01 0.15 0.17 1.1s 0.1s
userCL[3] kmed Cos 0.07 0.04 5e-3 0.02 0.40 0.43 3m 1m 0.57 0.44 2e-3 0.01 0.15 0.17 1.1s 0.1s

was reduced in the three datasets. Note that userCL on k-medians
and spectral clustering is expected to be faster than userkNN.Thus,
the cost of time saving is a reduction on performance in terms of
Precision and Recall, as the last columns of these results indicate
(columns depicted by mt and tt). These columns show model and
testing times for each experiment. Note that the testing time for
userkNN is in the order of hours and cluster-based methods takes
only minutes in ML1M and BX, but at the cost of precision lost.

Results achieved on the last dataset (Last.fm) are very interest-
ing. Table 3 shows that the gap between userkNN and PureCL or

userCL is reduced. In fact, userCL outperforms userkNN in terms
of Precision. Note that the Recall is extremely low in this dataset,
fact that shows that the recommendation problem in Last.fm is
very hard due to its sparseness. Curiously, the comparison of both
algorithms in terms of nDCG shows a tie, with only 1% point of
difference in terms of nDCG in favor of userkNN. This result has
merits in the sense that clustering-based methods, whose purpose
is to reduce the computational time involved in large scale systems,
are also capable to produce recommendations of similar quality in
large scale datasets. The difference in performance in this case
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can be explained from the unbalance between number of users
and number of items, a fact that in finer-granularity systems as
video recommender systems in online platforms (e.g. Youtube) or
song recommendations services (e.g. Spotify or Last.fm) is com-
mon. This finding suggests that cluster-based algorithms can help
in recommender systems where the number of items is very large.
Last columns of last.fm experiments showmodel and testing times
for these experiments. Whilst userkNN takes minutes in testing,
cluster-based methods take only a fraction of second. This finding
illustrate the potential of the proposal in terms of efficiency.

To understand our results, we show in Figure 3 the number of in-
side neighbors (users in the same cluster to the target user) used in
neighborhood computation over spectral clustering. Each bin in-
dicates the number of users that reach the number of inside users
indicated by the bin. The figure shows that the recommendation
quality is strongly related to the number of inside users. In Last.fm
dataset (best performance for userCL), many neighborhood users
come from inside the cluster. This fact does not occur in the rest of
datasets, where the majority of the neighbors are recovered from
other clusters. This result indicates that the quality of the recom-
mendations produced by userCL strongly depends on the quality
of the clusters.
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Figure 3: Histograms of Inside Users

6 CONCLUSIONS
In this paper, we proposed a clustering-based method for Top-N

recommendation, userCL, which uses a novel distance function to
compute the neighborhood of a given user. We conducted a com-
prehensive set of experiments and compared userCL with other
Top-N recommendation algorithms. UserCL generates recommen-
dations by aggregating the ratings of users that are similar to those
located in the same cluster. However, userCL considers the rat-
ings of users in different clusters, allowing to improve the qual-
ity of Top-N recommendations. Our experiments indicate that

userCL reduces the gap in terms of recommendation quality with
userkNN, but significantly improves the efficiency for kNN com-
putation achieving a speed up of 10x when spectral clustering or
k-medians is used.

Although k-medians or spectral clustering have achieved promis-
ing performance in recommendations in last.fm, they have limita-
tions. These algorithms cannot prevent the arise of highly skewed
clusters. Prototype-based clustering algorithms quite often gen-
erate some clusters that are extremely small. We believe that it
is necessary to obtain well-formed as well as reasonably balanced
clusters to improve the quality of the recommendations provided
by userCL.
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